
디지털전환을위한데이터베이스선정시
고려사항

김준 MongoDB 기술총괄상무



For more than a decade,

organizations have been pursuing the promise of

Digital Transformation,

Digital Innovation 



Mobile
Expanded

Use Cases

New IT 

Models

Smart 

Objects

Legacy Modernization



88%

CIOs believe they have yet to benefit 

from their digital strategy

Source: Harvey Nash / KPMG CIO Survey 2017



The reason?  

DATA.
S I L O E D | C O M P L E X | T R A P P E D



How To Use in the Market 

RDBMSs Vs NoSQLs



Strengths & Weakness

Scalability

& Performance

Always On,

Global 

Deployments

FlexibilityExpressive Query Language

& Secondary Indexes

Strong Consistency

Enterprise 

Management

& Integrations

Relational NoSQL



고려사항 1 - Data Model

• 사용하고있는데이터모델이스키마에대한유연성을제공하고있는가?

( schema flexibility)

• Key-Value 및 Wide-column 모델에서데이터에대한 access가충분한가?

( 제약사항이무엇인가 ? Key를통한쿼리만가능한가 ? )

• 왜 Document data model이광범의하게사용되어지고 , 논의되어지고
있는가 ? ( broadest applicability all around the world ) 

• Document data model이주는이점은무엇인가 ? 기존 object-oriented 

languages 와의관계는 ? ( most natural and most productive



Document모델

 다형성
 배열
 서브도큐먼트
 JSON/BSON



Document 모델 ( JSON ) 

Customer Opportunity Contact

Opportunity

Team
Phone Phone

Objects

Tables

Lead

NameName
Open 

Activities

ARR Address Contact Roles

Summary
Customer 

Detail
Activity 

History

Object Relational Mapping Layer



Document 모델 ( JSON ) 

Customer

Customer

Opportunity

Opportunity

Contact

Contact

Lead

Lead

Objects

Database



Document 모델 Leader



고려사항 2. 쿼리모델

• 데이터쿼리를얼마나효율적으로할수있는가? ( the ability to query data 

efficiently)

• 다양한형태의워크로드에대한풍부한쿼리기능을제공하는가? ( Richest

query functionality)

• Key-Value 및 Wide-column family 는기본키로데이터에액세스하는단일
방법을제공하며 , 매우제한된쿼리기능을제공하며기본쿼리패턴이외의
기능을지원하기위해추가개발비용과응용프로그램수준요구합니다.



풍부한쿼리기능

Expressive 

Queries

• Find anyone with phone # “1-212…”

• Check if the person with number “555…” is on the “do not call” list

Geospatial • Find the best offer for the customer at geo coordinates of 42nd St. and 6th Ave

Text Search • Find all tweets that mention the firm within the last 2 days

Aggregation • Count and sort number of customers by city, compute min, max, and average spend

Native Binary 

JSON Support

• Add an additional phone number to Mark Smith’s record without rewriting the document

• Update just 2 phone numbers out of 10

• Sort on the modified date

JOIN 

($lookup)

• Query for all San Francisco residences, lookup their transactions, and sum the amount by 

person

Graph Queries

($graphLookup)
• Query for all people within 3 degrees of separation from Mark



효율적인집계(Aggregation) 쿼리
SELECT

city,

SUM(annual_spend) Total_Spend,

AVG(annual_spend) Average_Spend,

MAX(annual_spend) Max_Spend,

COUNT(annual_spend) customers

FROM (

SELECT t1.city, customer.annual_spend

FROM customer 

LEFT JOIN (

SELECT address.address_id, city.city,

address.customer_id, address.location

FROM address LEFT JOIN city

ON address.city_id = city.city_id

) AS t1

ON

(customer.customer_id = t1.customer_id AND

t1.location = "home")

) AS t2

GROUP BY city;

db.customers.aggregate([

{

$unwind: "$address",

},

{

$match: {"address.location": "home"}

},

{

$group: {

_id: "$address.city",

totalSpend: {$sum: "$annualSpend"},

averageSpend: {$avg: "$annualSpend"},

maximumSpend: {$max: "$annualSpend"},

customers: {$sum: 1}

}

}

])



고려사항 3. Architecture & Consistency & Transaction Model

• 무중단서비스 – 24 by 7 ( 365일 ) 비즈니스영속성제공

• 대부분의응용프로그램, 개발팀은 “strongly consistent systems＂을기대하고
요구

• 서로다른일관성모델은응용프로그램의일관성 , 가용성영역에서서로다른
트레이드-오프가존재

• MongoDB는쿼리레벨에서일관성에대한레벨을정의 ( tunable consistency)

• MongoDB는 Transaction에대한 ACID를보장



고가용성 ( High Availability )

Replica Set – 2 to 50 copies

Self-healing shard

Data Center Aware

Addresses availability considerations:

High Availability

Disaster Recovery

Maintenance

Workload Isolation: operational & analytics



DR 구성의편이성

P1

S1

S1

Data Center 1 Data Center 2 Data Center 3

S2

P2

S2

P3

S3S3



다양한타입의워크로드에대한 Isolation 

Inserting 

Trades

Replication

Replication

BI & Reporting
Visualizing

risk

Price 

forecasts Predictive Analytics

Aggregations



샤딩을통한 Scale out 지원

Application

Driver

Mongos

Primary

Secondary

Secondary

Shard 1

Primary

Secondary

Secondary

Shard 2

Primary

Secondary

Secondary

Shard N

Mongos
••••••

•••

High availability

- Replica sets



ACID Transaction 지원

개발자친화적 API 

● 관용적인프로그래밍언어지원

● 관계형개발자에게친숙한 api

● 단순한구현

with client.start_session() as s:

s.start_transaction()

try:

collection.insert_one(doc1, session=s)

collection.insert_one(doc2, session=s)

s.commit_transaction()

except Exception:

s.abort_transaction()



고려사항 4. API & Tools 

• API의성숙도와기능은비관계형제품에서는서로차이가있음.

• MongoDB’s idiomatic drivers는 새로운개발자의적용시간을최소화하고
응용프로그램개발을단순화함

• Not all SQL is created equal. 비관계형데이터베이스가제공하는 SQL과
유사한 API를통해응용프로그램과개발자의요구를충족시킬수있는지
확인필요

• 다른시스템, 환경과의상호작용에대한고려



Data As a Service 사례

…
…

…

Data Source Data flow layer Data layer Application Customer

8 Sharding

Siloed 

System

Siloed 

System

Batch 

verification
Real time processing

Mobile/Online Banking

Big Data

Platform



Drivers & Frameworks

Drivers Frameworks



Data Visualization - MongoDB Chart



개발자,운영자를위한 Tools Kit ( Ops-Manager & Compass ) 



고려사항 5. Commercial Support, Community Strength, 

Freedom from Lock-In

• 데이터베이스( 특히 NoSQL ) 를선정하는데있어 Community size ,

commercial strength 는중요한요소임

• MongoDB는 Non-relational Database 영역에서는몇안되는상장회사이며,

데이터베이스기술로는과거 20여년동안처음상장한회사임 .

• 기술지원은 24*7 ( follow the sun support model )  제공

• MongoDB는자체인프라에서실행하거나모든주요공용클라우드
플랫폼에서완전히관리되는클라우드서비스를제공 ( MongoDB Atlas )



완전관리형데이터베이스서비스 – MongoDB Atlas

Self-service & elastic

- 필요시배포, 수정및업그레이드는
베스트 Practice기반으로 운영자동화
제공

- 자동화된데이터베이스유지관리
몇번의클릭또는 API 호출로확대, 축소
또는축소구성의자동화

Global & cloud-agnostic

- AWS/Azure/GCP 여러지역에서사용
가능
- 어디에서나읽기 / 쓰기가가능한 글로벌
클러스터를통한배포및다중리젼을
통한고가용성제공
- 클라우드환경기반에서손쉽게
마이그레이션가능

Enterprise-grade security & SLAs

- 네트워크격리, VPC 피어링, 종단간
암호화및역할기반액세스제어

- 암호화키관리, LDAP 통합, 상세
데이터베이스감사

- SOC 2 / 개인정보보호/ HIPAA

SLA로안정성보장

Comprehensive monitoring

- 전 100 개이상의메트릭을통한 KPI에
대한 alerting 

- 실시간성능조언및성능관리자

- 모니터링대시보드와통합할수있는
API

Managed backup

- 특정시점의데이터복구

- 쿼리가능한백업스냅샷

- 샤딩환경내 일관된스냅샷

- 클라우드데이터이동성

Stitch: Serverless platform services

- 백엔드로직, 서비스통합및 API를위한
단순한서버리스기능

- 간단한필드레벨액세스규칙으로
보호되는프론트엔드에서의
데이터베이스액세스

- 변경사항에실시간으로반응하는
데이터베이스및인증트리거



다양한 Cloud 환경하에서사용 - AWS , Azure, GCP 



다중 Region을통한구성

 Electable Node에대한 multi 

region 구성으로 single region에
대한 outage를대비할수있다.  

 Read Only Node를통해 (Local 

Node) 구성을통해 latency 

문제를해결할수있다. 

 Analytic Node를통해 (Local 

Node) 구성을통해 latency 

문제를해결할수있다. 



고객지원포탈 - MongoDB Support Portal



Why MongoDB



Why MongoDB?

Best way to work 

with data

Intelligently put data

where you need it

Freedom 

to run anywhere

Intelligent Operational Data Platform



What do you mean ? Stack Overflow Developer Survey 

2018 , 2019



The Forrester Wave™: Big Data NoSQL, Q1 2019



The Forrester Wave™: Database-As-A-Service, Q2 2019



DB-Engines.com



Reference Architecture



REFERENCE 

DATA 

Product Codes

Location Data

Vendor Codes

Stores Info

Tax Codes

OPERATIONAL 

APPS AND 

SYSTEM OF 

RECORDS

Legacy CRM

Website

Social Media

Finance and HR

Order Management

CONSUMING 

OPERATIONAL 

APPS AND 

SERVICES

CSR, Self-Service 

Portals, IVR, digital 

personalization, 

marketing 

automation, AI and 

other applications

SINGLE VIEW DATA PLATFORM

BUSINESS 

INTELLIGENCE 

(BI)

Visualization

and Reporting

CHANGE 

DATA 

CAPTURE 

(CDC)

EXTRACT 

TRANSFO

RM LOAD

(ETL)

Write Back to Producer Apps  (Optional) 

ADVANCED 

ANALYTICS

Batch Load

MongoDB 
Connector for BI

MongoDB
Connector for Spark

MongoDB Cluster
Cloud | On-Premises

PRODUCERS CONSUMERS

MongoDB
Native Drivers

Delta Load

Mainframe 

Systems

Batch 
File Exports

Real-time 
Data

Changes

Aggregation

Governance

Security and Auditing

Distributed Architecture

Secondary Indexes

Flexible Schema

Backup and Recovery



Customer 

Data Mgmt
Mobile App IoT App

Live 

Dashboards

M
e

s
s

a
g

e
 Q

u
e

u
e

Raw Data

Processed 

Events

Distributed 

Processing 

Framework

s

Millisecond latency. Expressive querying & flexible indexing against subsets 

of data. Updates-in place. In-database aggregations & transformations

Multi-minute latency with scans across TB/PB of data. No indexes. Data 

stored in 128MB blocks. Write-once-read-many & append-only storage model

Sensors

User Data

Clickstream

s

Logs

Churn 

Analysis

Enriched 

Customer 

Profiles

Risk 

Modeling 

Predictive 

Analytics

Real-Time Access

Batch Processing, Batch Views

기술및데이터통합의해결



MongoDB

Connector for 

Apache Kafka

Sink

Source

Triggers & Functions

or MongoDB:

Apache Kafka 

or other Event 

Queue/Broker

Users

Microservices

& Application

MongoDB Atlas

Analytics & Visualization with MongoDB:

Charts

Connector for Apache Spark

Connector for BI

Enterprise Advanced

Enterprise Operator 

for Kubernetes

MongoDB Event-Driven Architecture



Register MongoDB Atlas


